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Abstract

Ran the README zero-shot evaluation for the released state-spaces/mamba-370m checkpoint with

Im-eval uation-harness and the mamba_ssm backend, on the full LAMBADA, HellaSwag, PIQA,
ARC-Easy, ARC-Challenge and WinoGrande sets, batch size 64. mamba_ssm and causal-convld were
compiled at the pinned commits for sm_120 with CUDA 12.8 (MAMBA_KEEP_CUDA_BUILD=TRUE
for the Mamba-1 kernels); apache-tvm-ffi was pinned to 0.1.9 so the bundled tilelang imports. One NVIDIA
RTX 5060 Ti.
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1 Sealed reports
The experiments were sealed with K-Veritas [1], which binds each result to the code, hardware and time that produced it.

Report L abel Sealed Runs _ Invocations Signer
r1[2] Mamba-370M zero-shot, 6 tasks 2026-10-10 1 1 Signed by the K-Veritas server
2 Results

r1: Mamba-370M zero-shot, 6 tasks

Run Metric Final value Step
1 lambada_openai_sample len 5153

1 lambada_openai_perplexity 8.13741
1 lambada_openai_acc 0.556375
1 hellaswag_sample_len 10042

1 hellaswag_acc 0.372037
1 hellaswag_acc_norm 0.464848
1 piga_sample_len 1838

1 piga_acc 0.695321
1 piga_acc_norm 0.683351
1 arc_easy_sample len 2376

1 arc_easy_acc 0.549242
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Run Metric Final value Step

1 arc_easy_acc_norm 0.481902

1 arc_challenge_sample len 1172

1 arc_challenge acc 0.25

1 arc_challenge_acc_norm 0.277304

1 winogrande_sample_len 1267

1 winogrande_acc 0.555643

Run Inline claim Value Phase

1 lambada_openai_perplexity 8.13741

1 lambada_openai_acc 0.556375

1 hellaswag_acc 0.372037

1 hellaswag_acc_norm 0.464848

1 piga_acc 0.695321

1 piga_acc_norm 0.683351

1 arc_easy_acc 0.549242

1 arc_easy_acc_norm 0.481902

1 arc_challenge_acc 0.25

1 arc_challenge acc_norm 0.277304

1 winogrande_acc 0.555643

3 Setup

Report ltem Value

rl Operating system linux / amd64

rl CPU Intel(R) Xeon(R) W-2145 CPU @ 3.70GHz, 16 cores

rl GPU NVIDIA GeForce RTX 5060 Ti, 16311 MiB

rl Memory 31.0GB

rl Total runtime 316.0s

4 Files

Each report and code bundle must hash to these values. A bundle belongs to the report whose signed data names its hash.
File SHA-256 Size
r1.pdf 7c7e8f af 5459ef 60b4e88562d423721f 85f a44a22c9ede7b9a239d924cc5f Och 29MB
rl.kvbundle.zip 7b483483f d2b5bf b57293081¢c8076c98b1aal47020f c7bae55clalbe7f 43cf c6 279 KB
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