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Abstract

Ran the chapter 6 script gpt_class finetune.py unmodified at the pinned commit: loads the pretrained GPT-2
124M weights, replaces the output head with a two-class classifier, and fine-tunes on the UCI SMS Spam
Collection for 5 epochs with AdamW (Ir 5e-5), reporting training and validation loss and accuracy. One
NVIDIA RTX 5060 Ti.
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1 Sealed reports

The experiments were sealed with K-Veritas [1], which binds each result to the code, hardware and time that produced it.
Report L abel Sealed Runs  Invocations Signer

r1[2] GPT-2 spam classification fine... 2026-10-07 1 1 Signed by the K-Veritas server

2 Results

r1: GPT-2 spam classification fine-tuning

Run Metric Final value Step
1 train_loss 0.083 600

1 val_loss 0.074 600

1 train_accuracy 100 5

1 val_accuracy 97.5 5

1 training_minutes 0.32

Run Inlineclaim Value Phase
1 final_train_accuracy 100

1 final_val_accuracy 97.5
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3 Setup

Report ltem Value

ri Operating system linux / amd64

rl CPU Intel(R) Xeon(R) W-2145 CPU @ 3.70GHz, 16 cores

rl GPU NVIDIA GeForce RTX 5060 Ti, 16311 MiB

rl Memory 31.0GB

ri Total run time 285s

4 Files

Each report and code bundle must hash to these values. A bundle belongs to the report whose signed data names its hash.
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